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External Interface Dependency:
None

Subsystem Dependency:

None

Preconditions:

At least two command line compression algorithms must be defined, for use in testing.  One must use HDF compression.   Another must use a standard compression type supported by wu-ftp (e.g., zip, gzip, Unix compression).

At least one compression algorithm must be associated with at least two Data Pool collections.

At least one collection which is HEG-convertible must be enabled for Data Pool.   At least one collection which has associated browse granules must be enabled for Data Pool insert.

Differences from Previous Releases:
This Ticket enhances the Data Pool Insert functionality defined in Ticket DP_SY_04 (Data Pool Insert) to add the ability to compress science files at the time they are inserted into the Data Pool. 
The Data Pool Web Access drill down capability is changed to support handling of compressed files on the results page and in the shopping cart.  The Data Pool HEG Front End is changed to decompress compressed files before HEG conversion.
Operations Concept:
In order to reduce the amount of disk space necessary to store science granules in the Data Pool, and thereby allow more granules to be stored, an option will be provided to compress science granules during Data Pool insert.   DAACs will be responsible for providing unix command line compression algorithms, for associating an appropriate compression algorithm with a Data Pool collection if desired, and for turning Data Pool insert compression ON and OFF.   When compression is turned ON, all Data Pool science granules inserted into the Data Pool will be compressed, IF there is a compression algorithm associated with the granule's collection.   The name and size of the compressed file(s), the size of the uncompressed file(s), and the compression type will be stored in the file table in the Data Pool database.   If checksumming is turned on, the checksum of the compressed file(s) will be stored in the Data Pool database.  Metadata and browse files will not be compressed on insert.

Downloading of compressed files by end users will be handled as follows: 

Downloading via ftp: DAAC user services personnel will provide readme text in the top level anonymous ftp directory, explaining compression extensions in use in the Data Pool.   Compression extensions on a Data Pool file name will alert end users who wish to download the file that the file is already compressed and that they should not try to further compress the file via on-the-fly compression at download time; however, wu-ftp will not prevent them from doing so.   End users will have no indication that a file is compressed if there is no compression extension on the Data Pool file but the file is nonetheless compressed (e.g., in the case of HDF compression).

Downloading via the Web Access results page: Options to compress files at download time will not be offered on the results page for files which were compressed during Data Pool insert.  If the user chooses a HEG conversion option from the results page, the HEG front end will be responsible for decompressing compressed files before applying HEG conversion algorithms.

Downloading via the Web Access shopping cart:  Compression and tar options used when downloading data via the shopping cart apply to ALL granules in the shopping cart.   All granules on the Web Access results page will be permitted to be placed in the shopping cart, whether they were compressed on insert or not.   Therefore, if the end user chooses compression options when downloading the shopping cart, any already-compressed granules in the cart will be further compressed when the shopping cart is downloaded.

The compression algorithm will be responsible for cleaning up the input directory when the compression operation is complete.   The input directory is assumed to be a temporary directory on Data Pool disk.   As a back up, the Data Pool Cleanup utility will remove any orphaned input directories whose age exceeds the configured maximum orphan age for Data Pool (see DP_S3_04: Data Pool Validation; S-DPL-60180: The Data Pool inventory validation function shall remove all temporary files from the data pool disks whose age exceeds the maximum orphan age unless fixing discrepancies was suppressed.)

Operational Impact:
DAAC operations personnel will be responsible for: 

1) providing the compression and decompression algorithms to be used (including testing the algorithms to make sure they function properly). The compression algorithms provided must: a) return appropriate exit codes recognized by the Data Pool Insert utility (exit codes TBD by design); b) be able to overwrite an existing compressed file (e.g., in the case where there is an error on the first attempt to insert the file in the Data Pool); c) accept the name of an input directory and the name of an output directory; d) compress all files in the input directory, and write the result as a single file in the output directory; e) append a default 3-character extension to the name of the output file; and f) remove the input directory after successfully writing compressed files to the output directory.

2) entering required information in the Data Pool Maintenance GUI when a new compression algorithm is defined; 

3) using the Data Pool Maintenance GUI to associate a compression algorithm with a Data Pool collection; and 

4) turning Data Pool insert compression on and off as appropriate

5) monitoring Data Pool insert performance when compression is turned on.

DAAC user services or operations personnel will be responsible for:

1) informing Data Pool web and ftp users about the nature of the compression used for each Data Pool collection. (e.g., for ftp users:  creating a readme file explaining the meaning of compression extensions; for web users, updating appropriate collection description text to include compression algorithm information); and 

2) providing appropriate decompression algorithms to end users if requested.

Transition Approach:

Data Pool database schema changes are required to support this functionality.   A database transition will need to take place to incorporate the schema changes.   New columns added to existing tables will be initialized with null values for existing rows in the tables.

Comments:
The requirements defined in this Ticket correspond to functionality requested in Severity 5 NCR ECSed36105 (RelB0_DPool: GSFC/SMC: Implement compression on Data Pool ingest).

Level 3 Requirement(s):

	L3 ID
	L3 Text
	Category
	Release
	CCR Num

	DADS2676
	The ECS shall provide an on-line cache of data products that are accessible by end users via the Web and FTP. The minimal capacity of these caches shall be as follows:

· EDC DAAC: 40 Terabytes

· GSFC DAAC: 60 Terabytes

· LaRC DAAC: 20 Terabytes

· NSIDC DAAC: 1 Terabyte
	Synergy
	
	


IRD Requirement(s):

None

Level 4 Requirement(s):

	L4 ID
	L4 Text
	Criteria
	Release
	CCR Num

	S-DPL-XXX10
	The Data Pool Maintenance GUI shall allow operators to maintain a list of compression algorithms which may be employed during Data Pool inserts.
	10
	
	

	S-DPL-XXX20
	For each compression algorithm, the Data Pool Maintenance GUI shall require operators to specify the following information:

a. type of compression

b. unix command line which runs the compression

c. name of command line parameter for input directory

d. name of command line parameter for output directory

e. default 3 character output file name extension

f. unix command line which runs the corresponding uncompress algorithm, or an indication that no uncompress algorithm is necessary
	10
	
	

	S-DPL-XXX30
	The Data Pool Maintenance GUI shall allow operators to associate a compression algorithm with a Data Pool collection (ECS and nonECS collections?) by choosing the compression algorithm from a list of predefined compression algorithms.
	20
	
	

	S-DPL-XXX40
	The Data Pool Maintenance GUI shall allow operators to associate no more than one compression algorithm with a Data Pool collection. (ECS AND nonECS collections?)
	20
	
	

	S-DPL-XXX50
	The Data Pool Maintenance GUI shall allow operators to disassociate a compression algorithm from a Data Pool collection.
	130
	
	

	S-DPL-XXX60
	The Data Pool Maintenance GUI shall allow operators to update information about a compression algorithm.
	110
	
	

	S-DPL-XXX65
	The Data Pool Maintenance GUI shall allow operators to delete a compression algorithm from the list of valid Data Pool compression algorithms.  If any collections are associated with the compression algorithm to be deleted, the Data Pool Maintenance GUI shall display the list of collections associated with the compression algorithm, and shall request the operator to confirm deletion of the compression algorithm.   If the operator confirms deletion, the compression algorithm and all of its associations to Data Pool collections shall be removed.
	120
	
	

	S-DPL-XXX70
	The Data Pool Maintenance GUI shall allow operators to turn compression ON and OFF.   (NOTE: Turning compression OFF has no effect on existing compressed files in the Data Pool.)
	40
	
	

	S-DPL-XXX80
	If compression is turned OFF, the Data Pool Insert Utility shall ignore any compression specifications associated with Data Pool inserts.   
	30
	
	

	S-DPL-XXX90
	If compression is turned ON, the Data Pool Insert Utility shall determine, prior to inserting a granule, whether a compression algorithm is specified for the collection to which the granule belongs.  If so, the Data Pool Insert Utility shall invoke the compression algorithm when inserting each of the science files associated with the granule.
	40,100
	
	

	S-DPL-XX100
	When invoking a compression algorithm during insert, the Data Pool Insert Utility shall place all science files associated with the granule to be inserted into the compression algorithm's input directory.
	40,100
	
	

	S-DPL-XX105
	When invoking a compression algorithm during insert, the Data Pool Insert Utility shall substitute the name of the input directory for the input directory command line parameter.
	40,100
	
	

	S-DPL-XX110
	When invoking a compression algorithm during insert, the Data Pool Insert Utility shall substitute the name of the output directory for the output directory command line parameter.   
	40,100
	
	

	S-DPL-XXX120
	When invoking a compression algorithm during insert, the Data Pool Insert Utility shall insert compressed files from the compression algorithm's output directory into the same permanent Data Pool directory as it would otherwise use if the files were to be inserted without compression.
	40,100
	
	

	S-DPL-XX130
	When invoking a compression algorithm during insert, the Data Pool Insert Utility shall enter the following information in the file table in the Data Pool database:

a. name of the compressed file

b. size of the compressed file

c. number of original uncompressed files

d. total size of original uncompressed files

e. type of compression used
	40,100
	
	

	S-DPL-XX140
	When inserting a multi-file granule in the Data Pool, the Data Pool Insert Utility shall compress all files of the multi-file granule if compression is turned ON and a compression algorithm is specified for the collection to which the granule belongs.
	105
	
	

	S-DPL-XX150


	The Data Pool Insert Utility shall fail non-retriably the insert of a granule if the compression of any of its files returns an error.
	140


	
	

	S-DPL-XX160
	If the Data Pool Insert Utility performs checksumming for files that are compressed on insert, the Data Pool Insert Utility shall checksum the compressed file and store the result in the Data Pool database. 
	40
	
	

	S-DPL-XX170
	If the Data Pool Insert Utility performs checksumming for files that are compressed on insert, the Data Pool Insert utility shall continue to checksum the uncompressed file, verify its checksum against the checksum of the input file, store the checksum of the uncompressed file, and report on any errors.  (See NCRs 37304 and 36028)
	40
	
	

	S-DPL-XX180
	The Data Pool Insert Utility shall not invoke a compression algorithm when inserting metadata or browse files in the Data Pool, no matter whether compression is turned ON or OFF.
	40, 50


	
	

	S-DPL-XX190
	The Data Pool Web Access GUI shall not display compression options on the results page for granules which were compressed at Data Pool insert time.
	60
	
	

	S-DPL-XX200
	If a granule displayed on the Data Pool Web Access GUI results page was compressed at Data Pool insert time, the Data Pool Web Access GUI shall display for that granule:

a. an indication that the granule is stored in compressed format

b. the type of compression used
	60
	
	

	S-DPL-XX210
	The Data Pool Web Access GUI shall allow compression operations on all granules in the shopping cart, regardless of whether any individual granules in the shopping cart were already compressed at Data Pool insert time.  
	70
	
	

	S-DPL-XX220
	The HEG Front End shall decompress files which were compressed at insert time before converting them, using the decompress algorithm provided by the DAAC shall be used.  If no decompress algorithm is provided, the HEG Front End shall assume that decompression is not necessary.
	80
	
	

	S-DPL-XX230
	The Data Pool FTP Service shall allow downloading of Data Pool files which were compressed at Data Pool insert time.
	90
	
	

	S-DPL-XX240
	The Data Pool FTP Service shall allow on-the-fly compression of Data Pool files regardless of whether the files were already compressed at Data Pool insert time.
	90
	
	


L4 to L3 Mappings:

There must be mappings for every L3 and for every L4.)

	L4 ID
	L3 ID
	CCR Num

	
	
	


L4 to IRD Mappings:

Not applicable

Criteria:

	Criteria Key
	Criteria ID
	Criteria Text
	Type
	CCR Num

	
	10
	Use the Data Pool Maintenance GUI to define a compression algorithm which is supported by wu-ftp (e.g. zip, gzip, Unix compression). Verify that the GUI allows all required information about the algorithm to be entered.   Verify, using isql, that all required information about the algorithm is stored in the Data Pool database.
	FC
	

	
	20
	Choose a collection which is supported by the Data Pool HEG (i.e., for which the convertEnabledFlag is set to "Y" in the DlCollections table.  Using the Data Pool Maintenance GUI, associate the compression algorithm defined in Criterion 10 with this collection.

Verify that:

a. The GUI allows the operator to choose the compression algorithm from a list of predefined compression algorithms.

b. The compression algorithm is associated with the collection in the Data Pool database.

c. The operator may not associate more than one compression algorithm with a collection.
	FC
	

	
	30 
	With compression turned off, insert into the Data Pool a granule in the collection in criterion 20.   Verify that:

a. The granule is correctly inserted into the Data Pool database and file system.

b. The granule was not compressed on insert.
	FC
	

	
	40
	Using the Data Pool Maintenance GUI, turn compression ON.   With checksumming turned on, insert into the Data Pool a granule in the collection in criterion 20.   Verify that:

a. The granule is correctly inserted into the Data Pool database and file system.

b. The granule was compressed correctly on insert.

c. The granule is stored in the correct directory on Data Pool disk.

d. The granule has the correct compression extension on Data Pool disk.

e. The required compression information is stored in the Data Pool database.

f. The required checksum information is stored in the Data Pool database for both the uncompressed input file and the compressed file.

g. The metadata file  for the granule is not compressed.

h. Any temporary directories created to support the compression operation are removed.
	
	

	
	50
	Use the Data Pool Maintenance GUI, to associate the compression algorithm defined in Criterion 10 with a collection for which there are associated browse granules.

With compression turned ON, and with checksumming turned on, insert into the Data Pool a granule in this collection, and insert a related browse file into the Data Pool.   Verify that:

a. The granule is correctly inserted into the Data Pool database and file system.

b. The granule was compressed on insert.

c. The granule is stored in the correct directory on Data Pool disk.

d. The granule has the correct compression extension on Data Pool disk.

e. The required compression information is stored in the Data Pool database.

f. The required checksum information is stored in the Data Pool database.

g. The metadata and browse files for the granule are not compressed. 

h. Any temporary directories created to support the compression operation are removed.
	
	

	
	60
	Using the Data Pool Web Access GUI, perform a drill down which will include in its result set the granules inserted in criteria 20 and 40.  On the results set page, verify that:

a. the compression options are displayed for the granule inserted in criterion 20

b. the compression options are not displayed for the granule inserted in criterion 40

c. the results page displays an indication that the granule inserted in criterion 40 is compressed, and indicates the type of compression used
	FC
	

	
	70
	From the results page in criterion 60, place the granules inserted in criteria 20 and 40 in the shopping cart.  Download the shopping cart, using a compression option supported by wu-ftp.   Verify that:

a. the shopping cart contents are compressed without error.

b. the compressed shopping cart contents may be uncompressed, resulting in the uncompressed granule in criterion 20 and the compressed granule in criterion 40
	FC
	

	
	80 
	On the results page, perform a HEG conversion for the granule inserted in criterion 40.   Verify that:

a. the granule is decompressed before it is converted.

b. the HEG conversion results are correct.
	FC
	

	
	90
	Via anonymous ftp, download the granule inserted in criterion 40, using the same on-the-fly compression algorithm as was used to compress the granule on insert. Verify that the download of the granule is successful.
	FC
	

	
	100
	Use the Data Pool Maintenance GUI to define an HDF compression algorithm and to associate this compression algorithm with a Data Pool collection. With compression turned on, insert into the Data Pool a granule in this collection.   Verify that:

a. The granule is correctly inserted into the Data Pool database and file system.

b. The granule was compressed on insert.

c. The granule is stored in the correct directory on Data Pool disk.

d. The granule has the no compression extension on Data Pool disk.

e. The required compression information is stored in the Data Pool database.


	FC
	

	
	105
	Insert into the Data Pool a multi file granule from a collection for which a compression algorithm has been defined.   Verify that:

a. all files of the multifile granule are compressed on Data Pool disk, either in a single output file or in multiple output files

b. all files of the multifile granule have the correct compression extension 

c. the correct compression information is stored in the Data Pool database for all files of the multifile granule
	FC
	

	
	110
	Use the Data Pool Maintenance GUI to update the compression algorithm defined in criterion 10.   With compression turned ON, insert into the Data Pool a granule from the collection in criterion 20.   Verify that:

a. the granule was inserted correctly into the Data Pool

b. the granule was compressed on insert, according to the updated compression algorithm.
	FC
	

	
	120
	Use the Data Pool Maintenance GUI to delete a compression algorithm which is associated with at least two Data Pool collections.  Verify that the Data Pool Maintenance GUI displays a list of all collections associated with the compression algorithm, and prompts the operator for confirmation before deleting the compression algorithm.  

With compression turned ON, insert into the Data Pool a granule from one of the collections previously associated with the deleted compression algorithm.   Verify that:

a. the granule was inserted correctly into the Data Pool

b. the granule was not compressed on insert
	FC
	

	
	130
	Use the Data Pool Maintenance GUI to disassociate a compression algorithm from a Data Pool collection.  

With compression turned ON, insert into the Data Pool a granule from this collection. Verify that:

a. the granule was inserted correctly into the Data Pool

b. the granule was not compressed on insert
	FC
	

	
	140
	Insert a granule into the Data Pool for which a compression algorithm is associated with the granule's collection.   Introduce a compression error during the insert process.   Verify, by inspecting the Data Pool Insert Utility log and the status field in the DlInsertActionQueue in the Data Pool database, that the insert was failed non-retriably.
	EC
	

	
	150
	Perform a 4 hour performance run of Data Pool inserts with compression turned ON.   Associate compression algorithms with collections for which granules are inserted during the run, such that at least 1/4 of the granules inserted during the run will be compressed on insert.   Compare the insertion rate (granules inserted per hour) to the insertion rate of the same 4 hour performance run with compression turned OFF.
	PC
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