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External Interface Dependency:
None

Subsystem Dependency:

DPL

Preconditions:

The following types of granules must be available for insert into ECS:

a) granules with the same local granule id but different file names

b) granules with the same file names but different local granule 

c) multifile granules where all file names are the same

d) multifile granules where some file names are the same but others are different 

Differences from Previous Releases:
In previous releases, overwrites of Data Pool inserts of ECS granules were prohibited, i.e., duplicate granules were detected by the Data Pool insert process, and were rejected.

(See: 

Ticket DP_SY_04: Data Pool Insert, Requirement S-DPL-20500:  The Data Pool Insert Service shall prevent duplicate insertion of an ECS granule into the Data Pool.)

Requirements for overwrites of nonECS granules, described in DP_S3_02: Accommodate Non ECS Data in Data Pool, are not changed. 

Operations Concept:
A "duplicate" Data Pool granule is one for which a granule already exists in the Data Pool which has the same Shortname/VersionId/AcquisitionDate, and also the same local granule id or the same external file name(s).  "Duplicates" of Data Pool granules may be generated or received by the DAACs during reprocessing campaigns or when data is re-sent by a data provider.  In many cases, the subsequent duplicate granule has been updated in some way from the earlier original, and it is desired that the duplicate granule overwrite the original granule. 

Note that in the case of the ECS inventory and archive, duplicate granules do not overwrite the corresponding original granule.   Instead,  DAAC operations staff are responsible for deleting the original granules by running Granule Deletion scripts, either before or after the reprocessed / re-sent granules are inserted into ECS.    In the case of Data Pool, this manual deletion operation will not be necessary if overwrites are permitted.

The ability to overwrite Data Pool granules will not be configurable - overwrites for all ECS granules will always be permitted.

Operational Impact:
DAAC operations personnel will no longer need to manually delete granules from the Data Pool in preparation for insertion of duplicate granules.

Bookmarks for web drill down will not return granules which have been overwritten if any of the drill down values (e.g., DayNightFlag, spatial coordinates, ScienceQA flag) are different in the duplicate granule than they were in the original granule.

Transition Approach:

None

Comments:
This Ticket corresponds to RelB0_DPool NCR ECSed36107 (GSFC/SMC: Allow overwrite during ingest into Data Pool.)

Level 3 Requirement(s):

	L3 ID
	L3 Text
	Category
	Release
	CCR Num

	DADS2676
	The ECS shall provide an on-line cache of data products that are accessible by end users via the Web and FTP. The minimal capacity of these caches shall be as follows:

· EDC DAAC: 40 Terabytes

· GSFC DAAC: 60 Terabytes

· LaRC DAAC: 20 Terabytes

· NSIDC DAAC: 1 Terabyte
	Synergy
	
	


IRD Requirement(s):

None

Level 4 Requirement(s):

	L4 ID
	L4 Text
	Release
	CCR Num

	S-DPL-XX010
	If an ECS science granule in the Data Pool insert queue is a duplicate of an ECS science granule already in the Data Pool, the Data Pool Insert Utility shall overwrite the existing Data Pool science granule with the subsequent duplicate ECS science granule.   Duplicate science granules are recognized by any of the following:

a. Duplicate local granule ID 

b. Duplicate file name (for single file granule)

c. All duplicate file names (for multi-file granule)

d. Duplicate temporal extent
	SY4
	

	S-DPL-XX020
	The Data Pool Insert Utility shall insert duplicate science granules into the same Data Pool directory as the original granule.
	
	

	S-DPL-XX030
	When inserting a duplicate science granule, the Data Pool Insert Utility shall use the current configuration in the Data Pool database for the granule's collection to determine whether to insert both science and metadata files for the granule, or to insert metadata only. (even if the original granule was inserted with the opposite configuration).
	
	

	S-DPL-XX040
	When inserting a duplicate science granule, the Data Pool Insert Utility shall use the same names for the metadata file and any science files as were used for the original granule.
	
	

	S-DPL-XX050
	When inserting a duplicate science granule, the Data Pool Insert Utility shall use the same granule id for the duplicate granule as was used for the original granule in the Data Pool database.
	
	

	S-DPL-XX060
	When inserting a duplicate science granule, the Data Pool Insert Utility shall update all Data Pool database information for the duplicate granule as appropriate.
	
	

	S-DPL-XX070
	If an ECS browse granule in the Data Pool insert queue is a duplicate of an ECS browse granule already in the Data Pool, the Data Pool Insert Utility shall overwrite the existing Data Pool browse granule with the subsequent duplicate ECS browse granule.   Duplicate browse granules are recognized by any of the following:

a.   ???(NEED DAAC INPUT)
	
	

	S-DPL-XX080
	When inserting a duplicate browse granule, the Data Pool Insert Utility shall use the same browse id for the duplicate granule as was used for the original granule in the Data Pool database.
	
	

	S-DPL-XX090
	When inserting a duplicate browse granule, the Data Pool Insert Utility shall update all Data Pool database information for the duplicate granule as appropriate.
	
	

	S-DPL-XX100
	The Data Pool Insert Utility shall log the fact that it is inserting a duplicate science granule into the Data Pool.  The log entry shall contain the granuleId and the insert time.
	
	

	S-DPL-XX110
	The Data Pool Insert Utility shall log the fact that it is inserting a duplicate browse granule into the Data Pool.  The log entry shall contain the browseId and the insert time.
	
	


L4 to L3 Mappings:

There must be mappings for every L3 and for every L4.)

	L4 ID
	L3 ID
	CCR Num

	
	
	


L4 to IRD Mappings:

(All IRDs in the ticket must be mapped.)

	L4 ID
	IRD ID
	CCR Num

	
	
	


Criteria:

	Criteria Key
	Criteria ID
	Criteria Text
	Type
	CCR Num

	
	10
	Insert a science granule into the Data Pool for which a duplicate granule already exists with the same ShortName/VersionId/AcquisitionDate and the same local granule id, and for which the collection is enabled for science and metadata inserts.   Verify that:

a. The new granule is inserted successfully into the Data Pool.   

b. The new granule is inserted into the same directory and with the same science file(s) and metadata file names as the original granule.

c. The Data Pool Insert Utility log indicates that a duplicate granule has been inserted.

d. Information about the granule in the Data Pool database has been updated correctly (e.g., DlFile, DlGranule, warehousing tables, sqs tables), and the new granule has the same granuleid as the original.
	
	

	
	20 
	Insert a science granule into the Data Pool for which a duplicate granule already exists with the same ShortName/VersionId/AcquisitionDate and the same external file name(s), and for which the collection is enabled for science and metadata inserts.   Verify that:

a. The new granule is inserted successfully into the Data Pool.   

b. The new granule is inserted into the same directory and with the same science file(s) and metadata file names as the original granule.

c. The Data Pool Insert Utility log indicates that a duplicate granule has been inserted.

d. Information about the granule in the Data Pool database has been updated correctly (e.g., DlFile, DlGranule, warehousing tables, sqs tables) and the new granule has the same granule id as the original.
	
	

	
	25
	Insert a science granule into the Data Pool for which a duplicate granule already exists with the same ShortName/VersionId/AcquisitionDate and the same temporal extent, and for which the collection is enabled for science and metadata inserts.   Verify that:

a. The new granule is inserted successfully into the Data Pool.   

b. The new granule is inserted into the same directory and with the same science file(s) and metadata file names as the original granule.

c. The Data Pool Insert Utility log indicates that a duplicate granule has been inserted.

d. Information about the granule in the Data Pool database has been updated correctly (e.g., DlFile, DlGranule, warehousing tables, sqs tables) and the new granule has the same granule id as the original.
	
	

	
	30
	Select a science granule for which a duplicate granule already exists in the Data Pool with the same ShortName/VersionId/AcquisitionDate and the same local granule id, and for which both science and metadata files are present.   Use the Data Pool Maintenance GUI to change the collection for this granule to be enabled for metadata only inserts.  Insert the granule into the Data Pool.  Verify that:

a. Only the metadata file for the granule is inserted into the Data Pool.

b. The metadata file is inserted into the same directory and with the same name as the original metadata file.

c. The original science files for the granule are removed from the Data Pool disk.

d. The original science files for the granule are removed from the DlFile table in the Data Pool database.

e. The Data Pool Insert Utility log indicates that a duplicate granule has been inserted.
	
	

	
	40
	Insert a browse granule into the Data Pool for which a duplicate browse granule already exists.  Verify that:

a. The new browse granule is inserted successfully into the Data Pool.   

b. The new browse granule is inserted into the same directory as the original browse granule, and with the same file name.

c. The link(s) for the new browse granule replace(s) the links for the original browse granule in the appropriate science directories.

d. The Data Pool Insert Utility log indicates that a duplicate browse granule has been inserted.

e. Information about the browse granule in the Data Pool database has been updated correctly (e.g., DlBrowseFile) and the browse granule has the same browseId as the original.
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